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Abstract—This article continues the work described in Vestnik RAN (no. 3, 2016) and in Herald of the RAS
(no. 3, 2016). The previous articles analyzed the international experience in preparing and using agent-ori-
ented models and technical groundwork for their implementation on supercomputers and described in detail
the stages and methods of the efficient reflection of the computing core of a multiagent system on the archi-
tecture of a state-of-the-art supercomputer using the Supercomputer Technology for Agent-oRiented Simu-
lation (STARS), developed by the authors. STARS was tested on two multiagent demographic models, built
at the RAS Central Economics and Mathematics Institute, which differed in the level of detailization when
simulating human reproductive behavior. This publication describes a technology of building multiagent sim-
ulations, making it possible to scale effectively models of this class up to 10° agents and to apply it when cre-
ating a large-scale agent model for Eurasian countries. The objective of the model is to simulate the key
migration processes and economic dynamics of these countries, as well as the aftermath of the implementa-
tion of large infrastructure projects because of the activity of multiple independent agents. The model was
tested on various supercomputers, allowing conclusions on their technical characteristics.
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The unprecedented capabilities of computers and
the development of information technologies,
observed in recent decades, have created conditions
for the development of new tools to simulate social
phenomena. One such tool is agent-based modeling.
Agent-based modeling makes it possible to reproduce
as accurately as possible all characteristic features of
real-life socioeconomic systems in an artificial envi-
ronment considering differentiation of their individual
elements (both actors and objects) and to simulate the
complex interactions of these elements. The agent-
based approach helps create large populations of indi-
vidualized agents, using any information on a simu-
lated socioeconomic system, including sociological
information. This approach makes the socioeconomic
dynamics of the simulated system a consequence of
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the behavior of individual actors (agents of the sys-
tem), which depends on their individual characteris-
tics.

The rising interest in agent modeling among lead-
ing players in the IT industry (Microsoft, Wolfram,
ESRI, and others) shows the topicality and possibili-
ties of this tool. Simultaneously, the exponential
growth in the total volumes of data associated with
human performance and the need for analytical sys-
tems for acquiring data necessary to forecast social
processes predetermine the increasingly active use of
supercomputer technologies. Real large systems (i.e.,
systems with active actors [1]) can contain billions of
interacting people, as well as actors of another type
(enterprises, regions, etc.). Therefore, on the compu-
tational side, for detailed multiagent simulations
scaled to large regions, the model should be efficiently
scalable to 10? agents. To simulate the work of such a
system, it is necessary to adapt the program for launch
on state-of-the-art supercomputers using high-per-
formance parallel computing technologies; then such
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systems are fully reproduced in an artificial environ-
ment.

If the developers set the goal of creating a tool for
computer experiments during which it would be possi-
ble to forecast a system’s dynamics under various
changes in scenario parameters, the creation of a
large-scale model of this system turns into a complex
interdisciplinary problem. A detailed review of various
problems in the development of large-scale agent-
based systems and approaches to their solution is given
in [2]. A separate complex problem is the implementa-
tion of agent-based models (ABM) with many agents
(multiagent systems) based on optimal modeling tech-
nologies, adaptive to the use on supercomputers.
Without solving it, it is impossible to create an effi-
cient tool to predict the dynamics of socioeconomic
systems.

SOFTWARE TO IMPLEMENT AGENT-BASED
MODELS ON SUPERCOMPUTERS

At present, there exist several tools adapted to use
on supercomputers to implement the agent-based
approach.

Microsoft Axum is a parallel programming language
based on an actor model, which Microsoft actively
developed from 2009 through 2011. It is an object-ori-
ented language based on .NET Common Language
Runtime using a C-like syntax designed to develop
easily parallelizable parts of software applications. In
addition, it includes a sufficient number of universal
features that make it possible not to switch to a gen-
eral-purpose programming language (e.g., C#) to
develop serial program parts.

The key programming idiom in Axum is an agent
(or actor), an isolated entity, which is performed in
parallel with other agents. In Axum, this is called
agents performing in individual isolation domains.
Objects created within one domain are unavailable
directly from other domains. Agents are weakly asso-
ciated (i.e., the number of dependences between
agents is minimal); instead of shared resources, such
as memory (unlike the shared memory model of C#
and similar languages), a message transfer model is
implemented here: a message must be sent to coordi-
nate agents or to request resources from an agent.
A channel mechanism is implemented in Axum.

The Axum project was conditioned to the state of a
prototype with integrated Microsoft Visual Studio.
Microsoft made a preview version of Axum accessible
to the public, but the project has been closed since
then, and the version was deleted. Nevertheless, some
ideas incorporated in Axum are used in TPL Dataflow
in .Net 4.5 (for details, see https://en.wikipe-
dia.org/wiki/Axum_(programming_language)).

Repast for high-performance computing (Repast
HPC) 2.2.0, released on September 30, 2016, is a new-
generation tool kit for agent-based model simulation
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using high-performance distributed computational
platforms. Repast HPC is based on principles and
concepts developed in the Repast Symphony software
development kit, written in C++ using the Message
Passing Interface (MPI) library for concurrent execu-
tion of the program code, and a boost library
(http://boost.org).

Repast HPC can be operated on various platforms
and operating systems: workstations, clusters, and
supercomputers running Apple Mac OS X, Linux, or
Unix. Models can be written either in standard or in
simplified C++ syntax (Logo style) [3]. Repast HPC
is designed for users with basic C++ experience or
with access to high-performance computers, as well as
users who go in for modeling that yields to concurrent
computing (as a rule, a good option is modeling that
consists of many local interactions).

CyberGIS Toolkit is a set of freeware open-source
components for spatial analysis and modeling. The
CyberGIS environment consists of connected compo-
nents: CyberGIS Toolkit, CyberGIS Gateway, and
GISolve Middleware (for details, see http://cyber-
gis.cigi.uiuc.edu).

The integrative approach to building the CyberGIS
Toolkit implies the development and use of several
innovative solutions that ensure the efficacy of geospa-
tial computing and data processing. In addition, high-
performance resources are necessary, such as super-
computers, provided for by the Extreme Science and
Engineering Discovery Environment and Open Sci-
ence Grid.

To integrate new program components into the
toolkit, including integration, testing, and analysis of
productivity and scalability, as well as software deploy-
ment, a strictly regulated process is used for software
development and algorithmic analysis. It includes
three key stages:

* local integration and testing of algorithms and
software by developers using continuous integration
tools and other accessories;

* continuous integrative testing, portability test-
ing, and small-scale scalability testing based on the
National Middleware Initiative;

 evaluation and testing of software productivity,
scalability, and portability based on XSEDE and the
NSF CyberGIS team.

Pandora, a new open-source library, created by the
social modeling research group at the Barcelona
Supercomputing Center, is designed to implement and
execute agent models in high-performance computing
environments. This tool is oriented at executing large-
scale agent-based simulations and can process thou-
sands of agents that perform complex actions.

For simulations in which spatial coordinates are
actual both in terms of agent interactions and in terms
of their association with the environment, Pandora is
closely integrated with geoinformation systems
Vol. 88
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(GISs). The results of each modeling are stored in the
often-used hierarchical data format (HDF), which
can be loaded by most GISs. This function is espe-
cially useful in terms of our investigation, because we
will also use GIS to analyze the results of multiagent
system modeling.

The Pandora library is supplemented by the Cas-
sandra program, developed to analyze simulation-
generated results. Cassandra allows the user to visual-
ize the entire course of simulation executions combin-
ing 2-D and 3-D graphics and to visualize statistical
data (for greater detail, see https://www.bsc.es/com-
puter-applications/pandora-hpc-agent-based-mod-
elling-framework).

SWAGES is a distributed modeling and experimen-
tation agent-based environment in which the run time
is minimized by automatic dynamic parallelization
and distribution in heterogeneous computing environ-
ments. The SWAGES shared modular architecture
makes it possible to create agents using various pro-
gramming languages; moreover, the modules make it
possible to plug in various graphic environments and
modeling mechanisms and integrate them into the
shared SimWorld environment. The library contains
many tools to analyze, statistically process, and visual-
ize the results. SWAGES also includes tools for
numerical experimentation, failure detection, and
large-scale simulation, as well as a convenient web
interface [4].

HPABM is a hierarchical parallel-modeling envi-
ronment, designed to develop complex agent models
for the investigation of large-scale GIS-associated
problems. HPABM decomposes an agent-based
model to a set of submodels that function as parallel
computing units. Each submodel consists of a subset
of agents and their separated environments. The sub-
models are aggregated into a group of supermodels
that represent computational problems. Super- and
submodel-based HPABM weakens the association
between agents and basic parallel-computing architec-
tures.

HPABM’s practicality for the creation of parallel
agent models was studied during computational exper-
iments. They showed that HPABM is scalable for the
development of large agent-based models and thereby
ensures the possibilities of agent modeling for large-
scale geospatial simulation [5].

In March 2011, an agent model simulating the
development of Russia’s socioeconomic system for the
next 50 years was launched on the Lomonosov super-
computer [6]. The model was based on the interaction
of 100 mIn agents, hypothetically representing Rus-
sia’s socioeconomic environment. The behavior of
each agent was determined by a set of algorithms that
described an agent’s actions and interactions with
other agents in the real world. In the same year, the
ADEVS library for multiagent modeling was tested in
a parallel demographic model of Russia. The library
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worked well. Moreover, the latest versions of ADEVS
support Java to an extent, which is also an advantage of
this software tool. Nevertheless, the ADEVS develop-
ers have not yet introduced parallelism on supercom-
puters, except for the OpenMP technology for multi-
core processors. Therefore, the implementation of the
model presented in [6] required many updates to sup-
port MPI. During parallelization, the quite simple
model was rewritten in C++, which was superfluous:
data preprocessing and postprocessing, as well as the
creation of the initial state of the multiagent environ-
ment, are not time-critical operations. Usually, it is
sufficient for supercomputers to parallelize only the
algorithm’s compute core, i.e., the stage of computing
a change in the population state in this case.

Stages and methods of the efficient transfer of the
compute core of a multiagent system to the architec-
ture of a state-of-the-art supercomputer using the
agent-modeling technology developed by the authors
(STARS (Supercomputer Technology for Agent-oRi-
ented Simulation)) are described in [7]. Analysis of the
latest software technologies has shown that plug-ins
for Java programs that use the so-called Ahead-Of-
Time (AOT) compilation have been actively intro-
duced recently. In this case, the result of the AOT
compiler is a typical self-contained executable module
with a machine code for the target platform. Interest-
ingly, this approach is used in new versions of the
Android operating system. In our opinion, it is no
coincidence: the efficacy of code execution is the main
factor for plug-ins, as well as for supercomputers.
Experiments with a similar product—the Avian AOT
Compiler—have led to the following conclusions.
First, such a compiler helps obtain a self-contained
executable module as an MPI application for super-
computers; moreover, an additional code that includes
initialization and linking to the MPI link library is eas-
ily implemented in C++. Second, the program mod-
ule’s rate of operation is close to that of ADEVS, and
this has made it possible to transfer most of the work
to the AOT compiler and to leave only the most neces-
sary in C++, using ADEVS to implement the agent-
linking function.

This work describes an alternative implementation
of a system for multiagent simulations initially built to
run on supercomputers using many processor cores. It
combines the use of the high-level C# programming
language to write the model’s logic code and the use of
a low-level C++ language to link MPI message
exchange to the system environment. This approach
minimizes labor inputs into ABM development for
supercomputers without a noticeable loss in the pro-
gram’s operating efficiency. Thanks to the MPI tech-
nology, the program can run on multicore worksta-
tions, as well as on cluster supercomputers, which is
unachievable using multithreading and OpenMP
technologies. An important difference from the
STARS technology is the necessity to describe explic-
itly all interactions in the system through sending mes-
Vol. 88

No.3 2018



SUPERCOMPUTER SIMULATION OF SOCIAL PROCESSES

sages, which requires additional development efforts
but structures the program better and makes it more
effective.

THE AUTHORS’ TECHNOLOGY
OF BUILDING MULTIAGENT SIMULATIONS
FOR SUPERCOMPUTERS

To simplify the development and further modifi-
cation of the model’s code to run on a supercom-
puter, we use the high-level C# language and the
Microsoft.Net runtime environment, which has
recently obtained Linux support which is necessary for
running on most supercomputers.

The standard configuration of a state-of-the-art
supercomputer is a cluster consisting of multicore
servers (nodes) linked into a high-speed network with
low data transfer delays. Effective work on a super-
computer requires that the program be divided into
several message-exchanging processes, each of which
contains part of the data of the problem solved and
runs on an individual cluster core. The standard way of
writing such programs is the use of the C++ or Fortran
programming languages and the MPI library, available
on all supercomputers.

As a computational platform, we chose a combina-
tion of the network communication code, written
using the low-level C++ language and the MPI library
provided for by the system and the Microsoft .NET
platform as the model’s base code runtime environ-
ment, written in the high-level C# language. Most of
the state-of-the-art supercomputers run under the
Linux operating system; therefore, Microsoft .Net
Core and MONO were used as the implementation of
the .NET platform (for details, see http://www.mono-
project.com) available for this operating system.

The choice of the above technologies depended on
several criteria. First, the system should be scalable
into many nodes of the computing cluster, i.e., use the
resources of several nodes to accelerate computing
(therefore, a multithreading model of computation
turned out to be unachievable, because it is limited to
one cluster node). Second, the model should be easy
to develop and to upgrade further (therefore, the high-
level C# programming language was used). Third, the
system should be effective and use the native MPI
library rather than TCP/IP network sockets or .Net
libraries, such as Windows Communication Founda-
tion, since such technologies are not optimal for
supercomputers and HPC applications. The MPI
libraries, installed on each cluster, are usually tuned
into a specific network cluster system, e.g., Infini-
Band, and ensure the maximal throughput and mini-
mal delays during data transfer. In addition, the MPI
library is also available for use on regular personal
computers, making it possible to use the same tech-
nology during development as well as computation
using supercomputers.
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The level of individual agents supports the model-
ing of the evolution of the agent’s internal state, the
formation of constant and temporary links between
agents, and the exchange of messages, as well as the
appearance and disappearance of agents in the system.
For effective modeling, the system should implement
a dynamic mechanism of load balance between com-
putation processes, i.e., transfer agents from more
loaded processes to other ones preserving their states
and links. The correct description and accounting of
agent links during problem decomposition is decisive
for the reduction of network exchange, which is neces-
sary for the model’s linear scaling to hundreds and
thousands of processors.

In this work a METIS/ParMETIS family of algo-
rithms was applied which is commonly used for
decomposition of large graphs (up to 10%), computa-
tional meshes and matrices to perform load-balancing
between processes [8]. These algorithms divide the
graph of agents and links between them into parts of
similar size with the smallest possible number of links
between them. The algorithm can be used recursively
for the effective computation of the hierarchical distri-
bution of the graph. The algorithm can be used for
building initial decomposition (distribution) of the
system, as well as to refine decomposition during com-
putation, which is necessary to maintain load balance
as new agents are added to the system and some old
agents are removed from it. The dynamic decomposi-
tion and redistribution of agents should help use effec-
tively up to 1000 processor cores of state-of-the-art
supercomputers.

The implementation of an agent-modeling plat-
form requires the correct definition of classes for
agents, messages, the model, time steps, and utility
classes for input files and to compute characteristics.
In our case, the effective mechanism of message
exchange between agents was implemented using mes-
sage queuing and MPI-based collective operations.
The message queue accumulates a message buffer for
various processes and then uses the exchange opera-
tion of MPI AllIToAll messages to deliver the message
contents to other cluster nodes. This operation delivers
arbitrary-sized buffers from each MPI process to all
other processes most effectively, breaking the buffer
into blocks of the size optimal for network transmis-
sion and concealing the latency of network operations
(several send/receive operations run simultaneously).

To use the native MPI operations from the .Net
isolated runtime environment, object and C#-wrap-
per binary serialization (data packing into a byte array)
and deserialization (unpacking) operations were writ-
ten. The native wrapper for the C++ library was
implemented using the InteropServices library and
DIllImport annotations in the C#-managed code.
Figure 1 shows a diagram of interaction of model
agents through the native library and the MPI message
exchange operation.
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THE TEST MODEL
AND NUMERICAL EXPERIMENTS

To verify the developed mechanism of message
delivery, we implemented a test model, which con-
sisted of equal agents that exchanged messages at every
time step. The scalability of the designed model was
assessed during several test simulations.

The model is characterized by the following
parameters:

* the total number of agents, N;

» the share of agents participating in message
exchange, S;

* the intensity of message exchange, /;

* the total time of modeling, T;

* the number of MPI processes, U.

Traditionally, an MPI program starts as a set of
separate processes that execute the same program with
different input values. At the model’s initial stage, the
initial set of NV agents is created. Each agent has a single
numerical parameter, the number of messages that the
agent must send at each simulation step (4). The set of
agents is distributed among all MPI processes; i.e.,
each MPI process creates only N/M agents according
to its process number. The process with index 0 creates
0, ..., N/M agents; the process with index 1 creates
N/M+1, ...,2 X N/M agents; and so on.

At each simulation step, a random number is gen-
erated for each system agent, determining whether the
agent will participate in the message sending process
(the event probability is S/N). If an agent sends mes-
sages at this simulation stage, the random number of
messages A is generated with an even probability dis-
tribution between 1 and /. After this, the agent sends A
messages to agents with random numbers and then
receives responses from them.

Each simulation step consists of five stages. The
first is a cycle for all agents in the current process and
the call of the performStep method for each agent in
which a random number of messages is generated
according to message sending probabilities. All mes-
sages are put in the outgoing message queue. At the
next stage, after the creation of all outgoing messages,
the sendReceiveMessages method is called to initiate
the exchange of parts of the message queue between all
MPI processes, resorting to the AllToAll collective
operation. Each process sends data buffers to all other
processes and receives the corresponding buffers from
all other processes. At this stage, the messages in the
queue are serialized into binary arrays; these arrays are
transferred to the C++ library that uses the MPI
library to execute the exchange, after which new buf-
fers are transferred to the C# part of the program, and
the messages are deserialized (converted into the for-
mat of C# objects).

After the exchange of data blocks and the deserial-
ization of all messages, messages are delivered to the
corresponding agents in each MPI process, which
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Agents Agents Agents
.NET virtual NET virtual .NET virtual
machine machine machine

Low-level library Low-level library Low-level library

MPI collective communications

Fig. 1. Diagram of interaction between model agents.The
code of model agents is implemented using the C# lan-
guage and is executed in a virtual machine. The communi-
cations between copies of the virtual machine in different
cluster nodes is implemented through a low-level library
and calling the MPI system library.

constitutes the content of the third stage and leads to
the generation of a new set of response messages. The
fourth stage implies the exchange of message queue
parts between all MPI processes using the AllToAll
collective operation. Each process sends data blocks to
all other processes and receives corresponding blocks
from all other processes. At the last stage, messages are
sent to preset agents in each MPI process and the cor-
responding agent methods are called.

After the processing of all agents of the population,
the following output characteristics of the model are
calculated and written into a text file:

* the step number;

» the average number of message receivers for
agents participating in the message exchange;

* the total computation time.

The delayed message delivery through the queue
optimizes the message exchange, which in this case is
limited not by network delays but by network through-
put. The message queue implemented in the program
represents a C# object that receives Message abstract-
class objects from agents. Each MPI process contains
one copy of the object of the message queue. The sim-
ulation model consists of agents of various types, and
messages can also be of various types, inherited from
the Message class. Read and write operations (serial-
ization and deserialization) into the binary stream are
done for each message type, using the BinaryReader
and BinaryWriter classes of the C# standard library.
These operations code and decode the type of message
object, the numbers of sender and receiver objects,
and all additional data fields of a message in the binary
format.

Each message queue contains a set of BinaryWriter
objects, which act as buffers for outgoing messages.
For each outgoing message spooled, the number of the
destination process is determined, and the message is
written into the corresponding buffer. The message
queue implements the sendReceiveMessages method,
which executes delivery of all messages to their
addressees. To this end, the objects of the message
queue of all MPI processes exchange corresponding
Vol. 88
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Process 0 Process 1
Agent 0 Agent 1
l | Buffer 0 | Buffer 0 \ T
Message /yl Buffer 1 | Buffer 1 | Message
queue queue

Fig. 2. Message sending procedure.Message from agent
no. 0 is sent to the message queue of process no. 0; then the
message is serialized and placed into the outgoing buffer
for sending to processor no. 1; after message exchange, this
buffer becomes incoming on processor no. 1; then the
message is deserialized and sent to agent no. 1 through the
message queue.

message buffers: all BinaryWriter objects are written
into the MemoryStream object, which generates an
outgoing byte array. The outgoing byte array is deliv-
ered using, first, the MPI_AlIToAll function, which is
necessary to exchange the sizes of all message buffers
between all processes, and then, the MPI_Alltoallv
function, which ensures the delivery of parts of the
outgoing byte array to the corresponding processes.

After the exchange of message buffers, each mes-
sage queue has separate buffers with messages from all
other processes; i.e., process 0 has K; bytes from pro-
cess 1, K, bytes from process 2, and so on. Binary-
Reader objects are created for all these buffers, and
they are deserialized. The program reads out messages
from all incoming buffers and generates an array of
Message-type objects. For each of these messages, a
receiver agent’s index is determined, for which a noti-
fication method is called with the corresponding mes-
sage object transmitted as an argument. The message
delivery process is illustrated in Fig. 2.

The impact of model parameters on parallel scal-
ability and efficacy was assessed by several numerical
experiments: for each set of model parameter values,
several calculations were made, and the results were
averaged. The test calculations and investigations of
the operating speed and scalability of the model were
done using a test cluster consisting of four dual-pro-
cessor servers based on AMD Opteron 6172 processors
(12 cores). The total number of cores in each server
was 24; in the aggregate, 96 cores were accessible in a
cluster; this very number of MPI processors was used
to run the model. Cluster servers were connected
using the QDR Infiniband high-speed network.
Moreover, testing was done on the Tianhe-2 super-
computer, designed by the People’s Liberation Army
National University of Defense Science and Technol-
ogy (China) and the Inspur company.

Tianhe-2 is located in the National Supercomputer
Center, Guangzhou, its computing power being
34 petaflops and its theoretical peak capacity being
about 55 petaflops. Tianhe-2 was the world’s fastest
supercomputer until November 2016, when it gave up
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Fig. 3. Dependence of the parallel acceleration of the test
model on the number of processor cores used.

first place to another Chinese supercomputer, Sunway
TaihuLight (capacity, ~93 petaflops, peak, ~125 peta-
flops), and the current development plan envisages
boosting its performance to the exaflops level and
reinstituting its leading position. Currently, Tianhe-2
also consists of dual-processor nodes, but it is
equipped with 12-core Intel Xeon E5-2692 processors
(in total 16000 nodes, i.e., 384000 cores).

The testing of the model on Tianhe-2 showed sim-
ilar scalability parameters but revealed the incompati-
bility of the Microsoft .Net Core platform with old
Linux OS versions. A less productive free implementa-
tion of .Net mono (http://www.mono-project.com)
was used instead.

The following set of parameters was used to study
the program’s parallel efficiency: N = 10000000 (the
number of agents); .§ = 200000 (the number of agents
that send messages at each simulation step); I = 10
(the maximal number of messages for one agent at
each step); 7= 3000 (the number of simulation steps).

Simulation was done for numbers of MPI proces-
sors, M =1, 24, 48, 96. Runs with different numbers of
MPI processors were compared in terms of parallel
acceleration (the ratio of the total computation time
for parallel and serial cases) and parallel efficiency
(acceleration divided by the number of processor cores
used).

Figure 3 shows the dependence of acceleration on
the number of processor cores. An increase in the
number of cores leads to the almost linear acceleration
of computations: the use of 96 cores accelerates com-
putation by 60 times, meaning a 65% efficiency of
cluster use. Figure 4 shows the dependence of parallel
efficiency on the number of processor cores.

The effect of model parameters on scalability was
assessed during test simulations with the following
parameter values: N = 10000000, § = 200000, 7 =
Vol. 88
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Fig. 4. Dependence of the parallel efficiency of the pro-
gram on the number of MPI processes.

3000, M = 96 MPI processes under message exchange
intensity values of 7= 30, 50, 100, 200, 1000.

An increase in the message exchange intensity
leads to a linear increase in the network traffic at each
simulation step and to a growth in the number of
computations (the generation of random numbers).
In Fig. 5, the dependence of acceleration on the mes-
sage exchange intensity shows that these factors are
balanced, and increased intensity does not lead to a
deterioration in parallel efficiency.

To study the effect of the number of message-sending
agents at each simulation step, we took values .S = 300,
500, 1000000, 10000000, and parameter / was fixed
(/= 10). As it turned out, an increase in parameter .S
also leads to a linear increase in the network traffic and
in the calculations of random numbers, which in the
aggregate should not affect strongly the scalability
owing to the balanced growth of these parameters. In
the case of small values of parameter .S, the data size is
very insignificant, and acceleration is largely deter-
mined by network latency. This leads to a decrease in
efficiency under low S values and a noticeably higher
efficiency under large parameter values.

The following series of experiments was conducted
to identify the effect of interprocessor data exchange. In
the second option of the test model, the agents were
divided into G-size groups and the messages were
exchanged only between agents within a group. For
this, each agent received an additional parameter,
group number N, The number was determined at the
beginning of simulation to distribute agents equally
between the groups. The use of such groups corre-
sponds to the case of ideal decomposition of the agent
graph, in which most agent links disappear on differ-
ent processors. To study this effect, a set of test com-
putations was made and the dependence of accelera-
tion on the number of participating agents .S was built.
As we see from Fig. 6, the effect of the block presence
grows as the share of agents participating in message
exchange increases.

The developed technology of agent modeling to
run on supercomputers was used implementing
alarge-scale ABM of Eurasian countries, imitating
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Fig. 5. Effect of the message exchange intensity (/) on pro-
gram scalability.
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Fig. 6. Dependence of parallel acceleration on the number
of agents participating in message exchange (.5). The num-
ber of MPI processes, M = 96.

the main processes of population movement in these
countries and the dynamics of their economies, as well
as the aftermath of the implementation of large-scale
infrastructure projects as the results of the actions of
many independent agents.

The model has agents of two types, forming a hier-
archy. The first type is countries interested in expand-
ing economic ties with other countries and in eco-
nomic growth, which is encouraged by participation in
large infrastructure projects (e.g., The New Silk
Road). Therefore, the countries in the model evaluate
the profit from the opportunities of implementing var-
ious infrastructure projects and lobby or block a proj-
ect depending on their interests. The simulation ade-
quacy of this process was confirmed during the exper-
iments, when agent countries chose between two paths
of the New Silk Road. It was assumed that the coun-
tries belong to various international associations
(EAEU, European Union, NATO) and coordinate
their positions (i.e., intensively exchange messages
within the corresponding groups of countries). The
model considers the opinion of various countries
during the making a common decision within the
unions in line with their economic weight, indicated
by the GDP.
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Table 1. Distribution of Chinese migrants by activity type and the ratio of their average monthly labor compensation in

FEFD to that in Heilongjiang province

Share of the Labor compensation ratio under various yuan rates
Industry

employed, % 6.264 9.740 10.466
Construction 8.5 1.86 1.20 1.11
Industry 8.5 1.28 0.82 0.76
Agriculture 8.5 1.60 1.03 0.96
Trade 59.5 1.84 1.18 1.10
Services to compatriots 10.0 1.50 1.20 1.20
Scientific research 5.0 3.75 3.75 3.75

The second type of agents is people, residents of
these agent countries. In the model, they can unite
into families and bear children (create new agents),
work in an industry, change their type of activity
and/or place of residence—also in line with their eco-
nomic interests. During the simulation of the popula-
tion reproduction process, the agents exchange mes-
sages when they look for a partner to create a family,
and during the migration process simulation, message
exchange is used to collect information about vacan-
cies in various regions and/or countries of Eurasia to
determine the direction of migration. The above pro-
cesses are interpreted as interrelated, various types of
agent links playing in them, such as family relations
and spatial neighborhood. This approach makes it
possible to simulate maximally accurately the repro-
duction of the populations of the Eurasian countries
considering not only the initial structure of their pop-
ulation but also the behavioral characteristics of the
citizens (e.g., different ideas on the desired number of
children in a family).

The simulation adequacy of migration processes
was assessed using the example of labor migration
from China to Russia. Regional features that the
model considered are high unemployment among the
rural population of China, the educational structure of
the Chinese population, and the tactics of gathering
information, which largely depends on the educa-
tional level, for making migration decisions. Thus, the
main information source for people with a low educa-
tional level is close relatives and acquaintances (the
corresponding agents exchange messages in the
model). The model was used in experiments to assess
the capacity and structure of the migration stream
from the Chinese province Heilongjiang to the regions
of the Far East Federal District (FEFD) as the yuan-
to-ruble rate changes and as the awareness of the Chi-
nese population about labor-market conditions in
Russia improves. The initial conditions of the experi-
ments are given in Table 1. During the experiment of
varying currency rates, the expected reduction in the
total migration stream was observed, glossing over the
group of Chinese specialists who worked in Russia.
Thus, when the rate was 9.74, the total number of
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migrant agents decreased at least by 10.9% relative to
the baseline, and when the rate was 10.466, it
decreased by over 25%. In the latter case, the migrants
were mainly the unemployed [9]. The experiment to
improve the awareness of agents (when labor-market
parameters were communicated to all agents) also
demonstrated the adequate reaction of the model:
under a huge difference in the size of the populations
of the regions considered, rural inhabitants were
actively involved in the processes of labor migration
from China to Russia, filling the low-skilled vacan-
cies.

The agents of the two levels interact in the model as
follows: a country creates conditions for the life and
work of agents (GDP per capita, jobs available, the
level of labor compensation in various industries, the
security level, etc.) and informs human agents of these
environmental parameters. To assess the security
level, the model uses the data of the global terrorism
index [10].

As the implementation of a chosen infrastructure
project option begins (the path in our case), the con-
ditions of human activity change: new jobs appear on
the territories of the countries through which this path
runs, and the emergence of new jobs and a change in
the level of labor compensation causes the migration
of human agents. In turn, human activity affects the
economic indicators of industries and countries in
general.

Obviously, the proposed hierarchy of agents creates
additional problems in parallelizing the model’s oper-
ation, because, instead of equally sized conventional
“quarters” and the corresponding agent groups
belonging to them, countries appear with a great dif-
ference in the number of human agents who populate
them. Let us also bear in mind that message exchange
is more intense among the inhabitants of one country.

Another series of computations was done to com-
pare the rate of operation of the agent model on two
supercomputers, Tianhe-2 and MVS-100K (the
supercomputer of the RAS Interdepartmental Super-
computer Center). The following were chosen as
parameter values: the total number of agents, 1 min;
the number of agents sending messages at each step,
Vol. 88
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Table 2. Computation time of two versions of the agent model for various clusters, seconds

Processor cores used MVS-100K (mono)
1 1.328
8 0.352
16 0.180
24 0.146
48 0.086
96 0.076

Tianhe-2 (mono) Tianhe-2 (C++)
— 0.113
- 0.064
0.078 0.044
0.038 0.035
0.026 -

200 000; and the number of agent-sent messages, 10.
A comparison was made between clusters, as well as
between the program’s C++ and C# versions. The
mono environment, characterized by a higher cross-
platform scripting and accessibility for old versions of
Linux OS installed on clusters, was used as the run-
time environment for the C# version.

The results of computations (Table 2) show the fol-
lowing: the Tianhe-2 supercomputer works faster
owing to the use of newer processors. We may also say
that the C# version of the program works approxi-
mately two times more slowly than the C++ version,
but this gap can be bridged with a greater number of
processors. Possibly, the operating speed of the C#
version can be increased by using the faster .Net run-
time environment, but this is hardly applicable to all
available clusters.

sksksk

The developed and tested library for the parallel
execution of agent modeling unites the advantages of
the high-level programming language C# and a high-
performance platform for message exchange, written
using the C++ library and the supercomputer-
installed MPI system library. The results of test mod-
eling show the good scaling options of the program on
many computing nodes, and the experiments with the
large-scale ABM of the Eurasian continent confirm,
in our opinion, the applicability of the proposed
approach to the simulation of large socioeconomic
systems, characterized by complex agent interactions.

The results described in this article were presented
within the plenary paper “Development of a System
for Projecting an Agent-Based Model with Running
on Supercomputers” at the first BRICS Working
Group Meeting and Innovation Collaboration Forum
on Information Technology and Communication and
High-Performance Computing. The meeting was held
April 23—26, 2017, at Guangzhou University (China)
and the Aloft Guangzhou University Park. Its main
purpose was to achieve substantial results in develop-
ing artificial intelligence, big data, high-performance
computing, cybersecurity, and simulation of the
socioeconomic systems of the BRICS countries using
the agent-based approach and supercomputer tech-
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nologies within the previously adopted BRICS work-
ing plan in the sphere of science, technologies, and
innovations for the next five years. The meeting also
discussed the restructuring and modernization of
industrial production and agriculture, environmental
problems, various aspects of the development of
“smart” cities, and other global topics. Each country
presented information about the current and future
status of national information—communication tech-
nologies and high-performance computing.

The discussion worked out criteria to select BRICS
priority projects to be funded by the New Develop-
ment Bank and the Chinese government. Having
heard a few presentations out of the 16 initially sug-
gested, nine topics were left, five of which were
selected by open voting (for a project to get onto the
final list, support of at least three participating coun-
tries was necessary).

(1) Smart Manufacturing Cloud.

(2) Improving and Optimizing the Delivery of
Health Services using big data, machine learning, and
HPC, including but not limited to precision public
health.

(3) Integrated Precision Farming.

(4) Large Scale Multiagent-Based Simulation of
Virtual Society.

(5) Pollution Control and Prevention using big
data, machine learning, and HPC.

Thus, the development of a large-scale agent-based
model using supercomputer technologies is a top pri-
ority to be implemented in the years to come.
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